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Abstract

Many kinds of constructed-response measures, including essay tests, require

subjective judgments of the quality of examinee responses.  For these measures, readers

(i.e., judges or raters) constitute a potential source of error variance.  It is important,

therefore, to have some means of monitoring the degree to which readers may disagree

with respect to the scores they assign to constructed-response measures.

For many writing assessments, the tradition has been simply to report the rates of

agreement – either exact or within one point – for pairs of readers.  Using data from

approximately the first 1500 examinees to take the GRE Writing Assessment, this paper

shows the extent to which reader agreement may result by chance.  It also compares

various agreement statistics for these data.  It concludes that, because they correct for

chance agreement, statistics such as Cohen’s kappa are more appropriate ways of

expressing inter-reader agreement than are simple percentage agreement statistics.  The

former should therefore be computed routinely to supplement the simpler statistics.

Keywords: Writing assessment, essay scoring, inter-reader agreement, Cohen’s kappa,

reliability



Traditional standardized multiple-choice tests are highly objective in the sense

that the rules used to evaluate examinee responses can be expected to yield the same

score for any given examinee, regardless of who (or what) evaluates the test taker’s

responses.  However, insofar as they necessitate judgments by human readers -- what

Stevens (1958) called “two-legged meters”  -- many other kinds of assessments are far

more subjective.  For these assessments, the failure of test evaluators (i.e., judges, raters,

readers, etc.) to agree completely about the quality of examinee responses constitutes a

potentially significant source of test-score error.1  Good testing practice requires that the

extent of this (and other sources of) error be estimated and documented

(AERA/APA/NCME, 1999).

Assessing Reliability

Estimating reliability -- a matter that is broader than just computing rater

agreement -- is essentially a problem of determining how much of the observed variation

among test scores is the result of differences among test takers, and how much is due to

other sources (Traub, 1994).  For essay tests and other forms of constructed-response

measures, one such source is the readers who evaluate test responses.

Arguably, the best way to quantify the various sources of error in test scores is to

conduct a formal generalizability study, in which each of several potential sources of

error is estimated simultaneously.  For essay tests, these sources include occasions,

readers, and prompts, as well as the interactions among these sources: test scores may

vary over time, among readers, and according to which test tasks an examinee receives.

By simultaneously considering several sources of error, generalizability studies place

reader disagreement in a larger perspective, allowing its influence to be compared

directly with that of other sources of error (Shavelson & Webb, 1991).

                                                                
1 Not everyone subscribes to the notion that lack of agreement is undesirable.   Some have expressed a
belief that a lack of consensus may instead reflect alternative, valid points of view (e.g., Moss, 1994).
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Using non-operational research data, Schaeffer, Briel, and Fowles (in press)

conducted one such generalizability study of the GRE Writing Assessment, finding that

the variance due to readers was “negligible” relative to the variance due to other factors

such as prompts, test takers, and the interaction of prompt by test taker.  Thus, from this

evidence it seems that well-trained GRE essay readers do not constitute a significant

source of variation in GRE Writing Assessment scores.

Full-blown generalizability studies, however, are usually not feasible on a routine

basis, as they typically require not only multiple readers, but also multiple samples of test

performance (more than a single essay, for example) and repeated testing over several

occasions.  Thus, data are not usually available to permit a comparison of test score

variation due to readers with that due to other potential sources of error.  It is, therefore,

useful to have a meaningful and independent method for evaluating the degree to which

readers constitute a source of variability in essay scores.

Common Practice

One widely used, readily implemented, and easily understood method of

describing readers as a source of error is simply to calculate the percentage of examinees

for whom evaluators’ ratings agree.  This straightforward method is frequently used to

calculate inter-reader agreement for essay tests of writing ability, including the Graduate

Record Examinations (GRE) Writing Assessment.  For this assessment, test takers are

required to complete two GRE writing tasks.  Each essay is then evaluated independently

by two trained essay readers according to pre-established scoring guides.  Subsequently,

for each task type (“analyze an argument” and “discuss an issue”), the percentage of

essays that receive the same score from both readers is computed as an index of inter-

reader agreement.  Secondarily, the percentage of essays on which readers agree either

exactly or within one point of one another (usually referred to as “adjacent agreement”) is

computed also.  Typically, quite high rates of agreement are found.  For example, for the

nearly 1,500 test takers who have taken the GRE Writing Assessment from its inception

in October 1999 through mid April 2000, the exact agreement rates for Issue and
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Argument essays are 57% and 60%.  The rates for exact or adjacent agreement are nearly

perfect -- 97% and 98%.  (The product-moment correlation between readers is .74 for

Issue essays and .79 for Argument essays.)  It is extremely rare then for two readers to

disagree by two points or more on the six-point score that is used to evaluate GRE essays.

Tables 1 and 2 display the correspondence between scores assigned by pairs of readers

for the nearly 1,500 Issue and 1,500 Argument essays that have been written to date for

the GRE Writing Assessment.

Agreement by Chance

On the face of it, the agreement rates cit ed above seem impressive.  However,

even with a six-point scale, a significant percentage of agreements can be expected solely

by chance.  In fact, it is somewhat likely (1 in 6, or about 17% of the time) that two

readers will agree exactly on the score they assign to an essay, even if they both assign

scores completely at random.  Furthermore, agreement that is either exact or adjacent can

be expected by chance 4 times in 9, i.e., about 44% of the time.2  Thus, the baseline

agreement rate is significantly greater than 0, and in this light the agreement rates cited

above seem less impressive.

It is unlikely, however, that even unskilled or poorly motivated essay readers

would ever employ a scoring strategy that is entirely random.  There are other strategies

that such readers might employ, which would yield somewhat higher-than-chance

agreement rates.  For instance, with some knowledge of the expected distribution of essay

scores, a reader might assign the modal score (i.e., the score expected most often) to

every essay.  If one of the raters had assigned the modal score of 4 to each of the GRE

Issue essays in Table 1, the exact rate of agreement would have been 36 to 38% -- up

                                                                
2 Conceptually, these probabilities can be seen by simply counting the number of cells (of the total 6 x 6 =
36 in Table 1 and in Table 2) that constitute exact agreement (the 6 cells on the diagonal).  Similarly, the
cells that constitute exact or adjacent agreement are the 16 cells that include those on the diagonal as well
as those adjacent to these cells.  Thus, for exact agreement by chance the probability is 6/36 = .17; for exact
or adjacent agreement it is 16/36 = .44.
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somewhat from the 17% random rate.  The rate of exact or adjacent agreement would

have risen to about 85%.  The figures are similar for Argument essays (38% and 84%).

Another strategy that readers might tend toward would be to mimic the expected

distribution of scores.  That is, instead of assigning the modal score to all essays, a reader

might assign a greater proportion of scores to middle categories and fewer to the

extremes, so as to approximate the expected distribution of scores.  Here, the expected

agreement can be determined by computing and summing the joint probabilities of the

marginals.  For example, if both readers were to assign a score of 4 to 30% of all essays,

the joint probability of both readers agreeing on a score of 4 would be .3 x .3 = .09 or 9%

of the time.  Similarly, agreement on each of the other score points can be found, and

each summed to obtain the total proportion of exact agreements.  Similarly, the

proportion of exact or adjacent agreements can be computed by adding additional joint

probabilities associated with the off-diagonal cells representing adjacent agreement.

When these calculations are made for GRE Issue and Argument essays, the rate of exact

agreement by chance is found to be 27% for Issue essays and 26% for Argument essays.

For exact or adjacent agreement the corresponding figures are 71% and 68%.  These

various chance agreement rates are displayed in Table 3.  The main point here is that

simple percent agreement statistics do not adequately reflect actual reader agreement

because they fail to take into account any of the various ways that readers can agree by

chance.  (We should point out that the role of an appropriate interreader agreement

statistic is not to detect ineffective or undedicated readers: With the kind of reader

monitoring that is in place for the GRE Writing Assessment, the reader behaviors

mentioned above would be relatively easily discovered.)

Correcting for Chance Agreement

In 1960, Cohen (1960) introduced a statistic that was designed to correct for

chance-expected agreement.  Cohen’s kappa statistic takes the following form:

Κ = (Ρo - Ρc)/ (1-Ρc)
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where Ρo is the proportion of observed agreement between readers, and Ρc is the

agreement expected by chance.  The statistic ranges from 0, when the observed

agreement rate can be expected solely by chance, to 1 when agreement is perfect.

(Negative numbers suggest that agreement is at a less-than-chance rate.)

Table 4 displays kappa statistics for the GRE Writing Assessment data shown in

Tables 1 and 2.  The index has been computed for each of the various ways in which we

have estimated chance agreement rate, as shown in Table 3.  The kappa estimate for exact

agreement, assuming readers assign scores completely at random, would be computed as

follows for Issue essays:

Κ = (.57 - .17)/ (1- .17) = .48

For exact or adjacent agreement, the corresponding computation would be:

Κ = (.97 - .44)/ (1- .44) = .94

Kappa statistics based on alternative assumptions about the scoring strategies underlying

chance agreement have been computed in a similar manner.  We have computed the

statistics for each of the three kinds of chance agreement only for illustrative purposes.

In practice, the most appropriate method is to use the distributions of scores assigned by

readers as the basis for computing kappa.

Two things are clear from Table 4.  First, the size of kappa drops slightly when

we assume that readers are aware, and make use of, the expected distribution of essay

scores.  Second, GRE essay readers are substantially better at agreeing within one point

of one another than they are at agreeing exactly.

Although there are no precise standards for what constitutes sufficient inter-reader

agreement, some guidelines have been offered.  Fleiss (1981), for example, described K ≥



6

.75 as reflecting “excellent” agreement and K ≤ .40 as signifying “poor” agreement.

Similarly, Landis & Koch (1977) offered the following, more detailed categories:

Kappa  Strength of Agreement

< .00 Poor

.00 to .20 Slight

.21 to .40 Fair

.41 to .60 Moderate

.61 to .80 Substantial

.81 to 1.00 Almost perfect

Thus, according to these standards, for agreement that is either exact or adjacent, the

statistics suggest that the level of agreement between GRE essay readers is quite good.

Standard errors and confidence intervals for the kappa statistic can be computed

according to formulae given, for example, by Fleiss, Cohen, and Everitt (1969).  For each

of the kappa statistics we have reported here, the standard error is approximately .01.

Cohen (1968) also provided an extension of the kappa statistic (weighted kappa)

that allows different kinds of disagreement or discrepancies to receive different weights

according to how serious they are.  Weighted kappa (Κw) takes the same form as kappa:

Κw = [Ρo(w) −Ρc(w)] / [1−Ρc(w) ]

where the percent of observed and chance agreements have been weighted according to

the severity of the discrepancy, with a weight of 0 given to the most serious discrepancy

and a weight of 1 to the least serious discrepancy (i.e., no discrepancy, or agreement).

Ρo(w) = ΣΣ WijΡij, where Wij = a weight from 0 to 1 given to the seriousness of the

discrepancy between score i and score j, and Pij = the proportion of scores in the ij cell.

Ρc(w) = ΣΣ Wij Ρi. Ρ .j, where Ρi. and Ρ .j are the marginals for the two readers at score
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categories i and j.  The effect of applying these weights is that a greater prevalence of

serious discrepancies will lower the size of the weighted kappa index.  Cohen (1968) and

Fleiss (1981) have provided formulae for estimating the standard error of weighted

kappa.

As an example of how the application of differential weights may affect kappa,

we have computed weighted kappa for GRE Issue and Argument essays when the

weights shown in Table 5 were used.  These weights assume that adjacent agreements are

valued half as much as exact agreements, and that discrepancies greater than one point,

regardless of where they appear on the score scale, have no value as agreements.  That is,

they are maximally serious disagreements.  The weighted kappa associated with the

weights displayed in Table 5 is .54 for Issue essays and .60 for Argument essays.  These

figures are somewhat higher than the unweighted kappa estimates shown in Table 4.

These slightly higher figures reflect the fact that very few large discrepancies (two points

or more) were observed for GRE essay readers.  Other weights could be applied, of

course, to indicate other perceptions of the seriousness of various discrepancies.  For

example, we might have specified exact agreement and discrepancies of one point to be

equal in value (1’s in Table 5 instead of .5’s), and all other discrepancies to be equally

(and maximally) serious (weights of 0).  In this case, the weighted kappa values for Issue

and Argument essays would have risen to .89 and .92, reflecting the prevalence of exact

agreement and one-point discrepancies between GRE essay readers.

As a caution, we note that the GRE Writing Assessment scores of the first 1500

examinees to take the test are, on average, higher and somewhat less variable than would

be seen in a less highly self-selected sample of GRE test takers.  Thus, the statistics that

we have computed here may not necessarily adequately reflect statistics for a more

representative sample of GRE test takers.  Our conjecture is that agreement rates would

be somewhat higher in a more heterogeneous sample.
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Recommendation

In conclusion, it is our recommendation that, in addition to the traditionally

reported statistics for exact and exact or adjacent agreement, that the kappa statistic, and

perhaps weighted kappa, be computed and reported routinely.  The computation of a

weighted kappa would necessitate judgments of the seriousness of discrepancies of

varying degrees.  These weights could be gathered from trained essay readers, ETS

writing assessment specialists, or other appropriate experts.
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Table 1

Crosstabulation of GRE Issue Essay Scores by Readers (Percentages)

Reader A Reader B Score

Score 1 2 3 4 5 6 Total

   1 <1 <1 0 0 0 0 <1
   2 <1 1 1 <1 0 0 2
   3 <1 2 10 4 <1 0 17
   4 <1 <1 6 23 9 1 38
   5 0 0 1 8 16 6 31
   6 0 0 <1 1 4 7 11

Total 1 3 18 36 29 13 100

Note.  Total n =  1490

Table 2

Crosstabulation of GRE Argument Essay Scores by Readers (Percentages)

Reader A Reader B Score

Score 1 2 3 4 5 6 Total

   1 <1 <1 0 0 0 0 1
   2 <1 4 3 <1 0 0 7
   3 <1 2 12 5 1 0 20
   4 0 <1 6 25 7 <1 39
   5 0 0 <1 6 15 3 24
   6 0 0 <1 <1 4 5 9

Total 1 7 21 37 26 8 100

Note.  Total n =  1487
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Table 3

Percentage of Agreement by Chance by Reader Scoring Strategy
for GRE Issue and Argument Essays

Type of Score Assignment
by Readers Level of Agreement

Type of Essay
           Issue                    Argument

Random   Exact 17 17
  Exact or adjacent 44 44

Assign modal   Exact 37 38
  score to all essays Exact or adjacent 85 84

Assign scores according to   Exact 27 26
  expected distribution   Exact or adjacent 71 68

Table 4

Agreement Statistics (Kappa) Based on Different Estimates
of Chance Agreement

Type of Score Assignment
by Readers Level of Agreement

Type of Essay
           Issue                    Argument

Random   Exact .48 .52
  Exact or adjacent .94 .96

Assign modal   Exact .32 .35
  score to all essays Exact or adjacent .80 .87

Assign scores according to   Exact .41 .46
  expected distribution   Exact or adjacent .89 .92

Table 5

Possible Weights for Degrees of Reader Agreement

Reader A Reader B Score

Score 1 2 3 4 5 6

   1 1 .5 0 0 0 0
   2 .5 1 .5 0 0 0
   3 0 .5 1 .5 0 0
   4 0 0 .5 1 .5 0
   5 0 0 0 .5 1 .5
   6 0 0 0 0 .5 1


